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Introduction

NOAA's National Weather Service (NWS) is implementing a National Digital Forecast Database (NDFD) to provide its customers and partners access to gridded forecasts of sensible weather elements (e.g., cloud cover, maximum temperature).  The NDFD contains a seamless mosaic of digital forecasts from NWS field offices working in collaboration with the National Centers for Environmental Prediction (NCEP).  Customers and partners may use these data to create a wide range of text, graphic, gridded and image products of their own.

Grids for the following weather elements are considered operational NDFD products:

· Maximum Temperature (MaxT)

· Minimum Temperature (MinT)

· Probability of Precipitation (PoP12)
· Dew Point
· Temperature
· Weather

The following NDFD weather elements are considered experimental:

· Sky Cover

· Quantitative Precipitation Forecasts (QPF)

· Wind Direction

· Wind Speed

· Snow Amount

· Significant Wave Height

All NDFD weather elements except PoP12 represent single-value forecasts at a point in space and either a point in time or over a span of time.  The NWS Strategic Plan for 2005-2010 commits the agency to "including information on forecast uncertainty to enhance customer decision processes."  Consistent with this goal, the Meteorological Development Laboratory (MDL) has been investigating techniques for assessing forecast uncertainty in the NDFD.  Initially, this project has been focused on the MaxT and MinT.  This is because these two weather elements are considered operational products and the other operational NDFD product, PoP12 implicitly contains uncertainty information.

Objectives

MDL's forecast uncertainty work has the following objective:

	Given the NDFD forecast for a weather element,
recent NDFD performance,
and related guidance, 
quantify  the expected distribution of observations for that weather element.



MDL's work to date has focused on quantifying the joint distribution of forecasts and observations for various NDFD weather elements and then generating forecast products that enable NWS customers and partners to take advantage of this information.

Process Overview

The process begins by amassing matched pairs of forecasts (denoted by f) and observations (denoted by x) to form a set of developmental data.  The developmental data provide input to form a model from which the joint distribution of forecasts and observations, p(f,x), is inferred.  Additional diagnostic data (denoted by d) can be added to further refine the modeled distribution.  Once we have modeled p(f,x,d), we can infer a conditional distribution of the observations given the forecast and diagnostic data, p(x | f,d).  Our work to date has not included diagnostic data, although this important phase is getting underway.  For now, the inferred distribution is more accurately described as the conditional distribution of the observations given the forecast, p(x | f).

It has proved useful to transform both the forecasts and the observations from their native values to climatological percentiles.  This allows forecasts from disparate regions to be combined when modeling p(f,x).  The section named "Transformation to Percentiles" details a number of techniques that have been explored to support this transformation.  To date, little effort has been applied to modeling p(f,x).  The results of our one experiment show promise, however, and these results are presented in the section named "Modeling the Forecast/Observation Distribution."  A number of candidate products are then explored in the sections named "Possible Products" and "An Initial Product."  This document then finishes with set of "Next Steps."

The NDFD provides forecast values for regularly-spaced points on grids with mesh lengths that are close to 5 km..  Efforts are underway within NOAA's NWS to routinely create a gridded "Analysis of Record" on a similar spatial scale.  The NDFD and the Analysis of Record are expected to be well-matched sources of f and x.  Until the analysis portion is available, however, we have been using point data as sources of f and x.  Observations are taken from hourly surface reports (generally encoded in METAR); forecasts are taken from the NDFD gridpoint nearest to the verifying surface observation.  It is our intent to apply the techniques developed for points to the grids at some future time. 

Transformation to Percentiles

A perennial problem in modeling p(f,x) is the lack of cases in the developmental data with extreme values of f or x.  One can expect this problem to be exacerbated by the short length of the NDFD's archive of forecasts (little more than one year).  Another problem with modeling p(f,x) for the NDFD is the disparity of techniques used to create the NDFD grids.  Human forecasters generate the NDFD using a variety of inputs, including NWP models, statistically-based forecast guidance, and observations.  This can lead to significant variations in the nature of  p(f,x) from region to region as well as forecast to forecast.  We hope to mitigate some of these problems by transforming f and x from raw values to percentiles.  This transformation encourages the combining of data from multiple sites and multiple dates as p(f,x) is modeled.

A set of 112 CONUS stations was selected to explore ways to generate these percentiles.  All stations had long periods of record (~50 years) in data sets provided by the U. S. Historical Climatology Network (USHCN).  For each station and each day of the year, the ordered observations were used to compute MaxT frequencies for each day of the year.  Standard probability distributions were fit to the frequencies for each day of the year and a cosine series was then fit to the daily parameter values.  The result is a technique that can yield percentiles for any day of the year and value of MaxT.

Six open-ended probability distributions have been tested in this technique so far.  They are Normal based on MaxT frequencies, Normal based on ln(MaxT frequencies), Logistic based on MaxT frequencies, Laplace based on MaxT frequencies, Gumbel based on MaxT frequencies, and Gumbel based on frequencies of (-MaxT).  The Gumbel Distribution used for these studies models the behavior of the extreme maximum value for a population taken from a Normal Distribution.  The Normal Distribution based on MaxT frequencies did a poor job modeling MaxT frequencies of occurrence that were more than 1-2 standard deviations away from the mean.  The Normal based on ln(MaxT frequencies) seemed to correct this problem.  Given the problems "in the tails" with the Normal Distribution, the Laplace Distribution might be expected to be "too sharp."  The Laplace Distribution gave the poorest fit.

Of the six distributions, the Logistic and Gumbel Distributions seem to show the most promise for fitting MaxT frequencies of occurrence, and there seems to be a regional aspect to this.  The Logistic Distribution yielded the best fit overall for the 112-station sample.  The skewness of the Gumbel Distribution seems to allow it to better model MaxT frequencies at stations where well-above-normal temperatures are more likely than well-below-normal temperatures ("warm tail") or vice versa ("cold tail").

The following three graphics give examples of this regional variation in the quality of fit for the Logistic and two Gumbel Distributions.  In each graph, the ordinate reports the Maximum Absolute Deviation (MAD), with the day of the year on the abscissa.  Red represents the quality of fit for the Normal Distribution of ln(frequency of MaxT); green shows the quality of fit for the Logistic Distribution; light blue is the Gumbel Distribution for frequencies of MaxT, and dark blue is the Gumbel Distribution for frequencies of (-MaxT).

The graphic below shows MAD for Baton Rouge, Louisiana (KBTR).  Note that the Gumbel(-MaxT) yields the best fit.
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The next graphic compares the MADs for Decatur, Illinois, an inland station.  Here, the Logistic Distribution provides the best fit.
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The third graphic comes from Santa Barbara, California (KSBA).  Here, the Gumbel(MaxT) yields the best fit.
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Work continues to find effective ways to transform temperature observations and forecasts from their raw values to percentiles and back.  A recent effort is testing the Generalized Lambda Distribution (GLD).  Some stations seem to exhibit warm tail behaviors in one season and cold tail behaviors in other seasons.  The GLD can assume a wide variety of shapes, and this characteristic may make it especially well-suited to modeling the frequency behavior of meteorological parameters.

It is interesting to examine the results of these modeling exercizes even with one of the poorest-fitting distributions.  The following graphic shows the result of fitting a cosine series to the daily values of mean and standard deviation for a Normal Distribution of the ln(MaxT frequency) for three more stations.  The three stations are Blythe, California (KBLH; in red); Fort Lauderdale, Florida (KFLL; in green); and Baudet, Minnesota (KBDE; in blue).
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Nine curves are presented for each station, representing the 10th through 90th percentiles for MaxT for each station.  These curves tell much about the climatology of MaxT at the three stations.

· KBLH is hot; the 90th percentile for MaxT approaches 120 °F during the summer.  During the winter and spring, MaxT shows increased variability.  This variability can be seen in the increased spread in the percentile curves during those seasons.

· KFLL shows very little seasonal variation.  During July, the spread between the 10th and 90th percentiles is remarkably small.

· KBDE is, by far, the coldest station of the three.  The 10th percentile for MaxT drops to minus 10 °F during January.  Note the large annual variation and the increased spread between the 10th and 90th percentile lines during January.

Modeling the Forecast/Observation Distribution

To date, we have done little to model p(x,f).  The two scatter plots below represent one, visual attempt to model p(x,f).  To generate these plots, three months of NDFD forecasts and METAR observations of MaxT were analyzed for the 112 USHCN station sample mentioned above.  These data were collected in Spring of 2004.  A MaxT/percentile relationship for each USHCN station was developed using the cosine series/Normal Distribution of ln(MaxT frequencies) technique described above.  (Better techniques using different distributions have been developed since then.  The cosine/Normal/ln() approach was the one in use at the time.)  For each forecast/observation pair, the MaxT value was converted to a percentile for the day and station and the pair was plotted.

These developmental data can be stratified in a number of ways.  To date, the only stratification that has been applied has been based on forecast time projection.  The first image represents forecasts for Day1, and the second image represents forecasts for Day7.  Other stratifications that are planned include geographic regions and forecast guidance based on Numerical Weather Prediction (NWP) models.  One class of forecast guidance that seems promising for estimating uncertainty in the NDFD is the group of guidance products generated from ensembles of numerical models of the atmosphere.
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The scatter diagrams certainly show a difference in the characteristics of NDFD forecasts for Day1 and Day7.  In each diagram, the diagonal line that runs from the lower left to the upper right represents a perfect forecast.  Data points that are coincident with or near that line verify best.  Visual inspection quickly suggests that Day1 forecasts verify better than Day7 forecasts as one might expect.  Observations seem to be shifted toward the "cold" side of the graph in both diagrams.  This is because the period of time selected for developmental data included colder than normal temperatures for many of the stations.  The points on the Day7 scatter diagram cluster around the 0.50 forecast value more than the points on the Day1 diagram.  This behavior coincides well with the tendency of human forecasters and objective forecasting techniques to use climatology more for later time projections.  The Day7 diagram also shows fewer extreme forecasts than the Day1 diagram.


Both scatter diagram show "stripes" between the diagonal line and the data points that cluster nearest to the line.  The stripes occur because of the discrete nature of the temperature forecasts and the discrete nature of the resulting climatological distributions.

Visual inspection of these two scatter plots quickly suggests that they originate from distinct populations.  One of the challenges facing this project will be finding objective techniques that can make this same determination when the results are not so obvious.

Possible Products

Quantifying the uncertainty in a weather element like MaxT is a relatively new idea for the NWS.  A number of formats have been considered for these products.  The following list enumerates some of the options, and the subsequent sections expand on the information:

· Probability Density Function

· 50% Confidence Interval

· Exceedence Probabilities for Key Values

· Below 0, 32, 65 °F

· Above 90, 100 °F

Probability Density Function

The Probability Density Function (PDF) for MaxT at a station or gridpoint for a given day would give NWS customers and partners the greatest flexibility.  The PDF would be a "base product" from which other products could be derived.  The graphic below shows a scheme that could be used to communicate a PDF in a forecast product as a piecewise function.
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This scheme uses climatology to divide the MaxT domain into ten deciles.  Thus, the climatological probability that MaxT is less than T5 is 50%, and the climatological probability that MaxT is less than T9 is 90%.  The PDF can be used to express the forecast probability that the observed MaxT will fall into each of the deciles.  As with all PDFs, the 10 probabilities must sum to unity.  The PDF shown in this graphic can be readily described by 18 data values (9 decile boundaries and 9 probabilities).  A product like this could be encoded into either EXtensible Markup Language (XML) or BUFR, the World Meteorological Organization (WMO) standard format for tabular data.

An alternative would be to fit the forecast PDF with one of the standard analytical distributions (e. g., Normal, Logistic, Gumbel) and provide the parameters instead.  This approach would likely yield a smaller product that contained more information.  Additional products could be derived from such a distribution using elegant, analytical techniques.  Little is known about the probability behavior of these forecasts at this time, and techniques that estimate their PDFs are in their infancy.  We have little experience as of yet in fitting a standard distribution to these PDFs.

Another, alternative would be to express the Inverse Distribution Function, or Percentile Function, of MaxT as a series of temperature values.  In this case, nine temperature values could represent MaxT values at the 10th through 90th percentile.  This form of the distribution function could be derived most naturally from the p(x,f) models shown thus far. 

Confidence Intervals

Two options have been considered for generating confidence intervals.  The first is derived from p(x,f) alone.

Confidence intervals can be readily derived from the PDF and the single-valued NDFD forecast for the weather element.  We'll use MaxT as an example and find a 50% confidence interval.  We compute two values, T25 and T75, such that

· P(MaxT < T25) = 25%, and

· P(MaxT < T75) = 75%.

This can be represented on the PDF graph as follows:
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In cases where a strong bias exists in the developmental data, it is possible for the single-valued NDFD forecast for MaxT to fall outside the 50% confidence interval--an undesirable result.

The second method for determining the confidence interval is to center the interval on the single-valued NDFD forecast for MaxT.  In this case, two 25% areas would be found under the PDF on either side of the single-value MaxT value.  It might not always be possible to find 25% of area on both sides of the single-value MaxT.

Exceedence Probabilities for Key Values

The PDF can also be used to compute exceedance probabilities for any value.  Common values would include the probability of MaxT exceeding 90 °F and/or 100 °F, or the probability of MinT being lower than 0, 32, or 65 °F.  Similar to the technique used to estimate confidence intervals, above, one would compute the probability below or above the key value, using the PDF.  

An Initial Product--Plots of Confidence Interval Width

To assess the spatial variation of these results across the CONUS, a series of maps were generated using a number of the techniques described above.  Developmental data were stratified according to forecast day and 50% confidence intervals of MaxT were computed for each station and each forecast time projection.  The width of the 50% confidence interval, W = T75 - T25, was computed and plotted for each station and projection.

The figure below is a plot of the width (in °F) of a 50% confidence interval for MaxT valid for Day2 from the 0000 UTC issuance of the NDFD on November 11, 2004.  Color squares are plotted for each of the 112 stations.
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The following graphic shows the the Daily Weather Map for the verifying date.  Note that the area of greater uncertainty in the midwestern US coincides with an outbreak of cold weather and its associated high pressure system.
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The prototype graphics of 50% confidence interval were created by using 3 months of developmental data to generate scatter plots for each daily time projection of MaxT.  MaxT forecasts for the 112-station set were extracted from NDFD forecast grids during a 30-day period between October 15 and November 14, 2004.  Each of the MaxT forecasts was transformed to percentiles.  Fifty percent confidence intervals were then computed for each forecast by using the appropriate scatter diagram.  The upper and lower bounds were then transformed to temperature values and the difference was computed and plotted.  

Here is a sequence of graphics based on Day1 through Day7 NDFD MaxT forecasts issued on November 15, 2004.  As one might expect, widths of the 50% confidence interval are larger in the later forecast periods.  This effect is most pronounced in the High Plains and Midwestern parts of the CONUS.
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Next Steps...

· Complete work with distribution fitting.  Increase the number of stations, and include stations with short histories.

· Investigate ways to infer distribution information for gridpoints that lie between stations.

· Investigate techniques for stratifying scatter plot information.

· Look for useful predictors of scatter plot behavior in ensemble output.

· Investigate ways to operationally implement generation of uncertainty products.
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